(=EAPythonZRiz)
SE9iH: FUREEEE-A

SLAPythonfwiZ #iHAH



SEE e

- ZURIMERIEIIKERLA 22 F IR RRE S S 9UFRAAL

RS SEBINEIEPRBRERE, BICHRNEREISHE MUHEFIIRR

If good intentions made a film Fig, ERSEXEERNZEE
great, then this film might be one S
of the greatest films ever made. .
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« f188=%>) (machine learning)
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« FJFHScikit-learn#H{TH 28>
« Scikit-1learn (sklearn) : IHRESFEHIPythonH|B8FIE
- EM https://scikit-learn.org/
« L23E4ES pip install scikit-learn
« EAHFT, import sklearn

L L
S c 1 kl t —1 ea r' n « Simple and efficient tools for predictive data analysis

4 i in » Accessible to everybody, and reusable in various contexts
Macfyne Learning in Python « Built on NumPy, SciPy, and matplotlib

« Open source, commercially usable - BSD license

Getting Started  Release Highlights for 1.9

Classification Regression Clustering

Identifying which category an object belongs to. Predicting a i -valued attribute i ic grouping of similar objects into sets.
Applications: Spam detection, image recognition. with an object. Applications: Customer segmentation, grouping
Algorithms: Gradient boosting, nearest nei icati Drug resp: , stock prices. experiment outcomes.

random forest, logistic regression, and more... i Gradient boosting, nearest neighbors, Algorithms: k-Means, HDBSCAN, hierarchical

random forest, ridge, and more... clustering, and more...

e
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» EFsklearn#{THE8FZINEEDSE e e e

BTN > BT > mmmmsiE > ERWNSHETE
df=pd.read_csv('imdb.txt') sents_train,y_train, fe=CountVectorizer()
sents=df['sentence'] sents_test, y_test fe.fit(sents_train) full_model=make_pipeline(fe, )
y=df['label'] =train_test_split(sents, y) x_train=fe.transform(sents_train) joblib.dump(full_model, path)
L% HHE , iz ) Ll
6 1=EX WIEx \ (X3

N
0

accuracy_score(y_test, y_pred)

[R48 RS 3 RS
R = 5

imdb.txt: SSAFEEE fe: 43{IFEENES model: ZiEM||FEEY

NS fit(x_train, y_train "

Wizt W ‘ : | B Mege

R HREX ol T
x_test=fe.transform(sents_test) y_pred= .predict(x_test)
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s BE— M esFEIRE BoF fi— 1M e 1 Y B R
« IFE (positive) : IHF
« fAMH (negative) : ZEIF

This is the kind of money By the time the film ended, I not
that 1s wasted properly. only disliked it, I despised 1it.

XEB— 1N "53FS (binary classification)

Step 1 Step 2 Step 3 Step 4 Step 5 Step 6
BUASUEIREY  BUBER)S T BMEEE EEME T RN e
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* Step 1. JRUREHEIREN
« imdb_labeled.txt: HHBRIMNEIIENFITHIESE
« BITHEE—MER, BN FERAER
- 5175 FIFXAK
- 58251 BRkrE (exR7UHE, 137~EM)

" Jupyter imdb_labelled.txt Last Checkpoint: 9 months ago

File Edit View Settings Help

1 A very, very, very slow-moving, aimless movie about a distressed, drifting young man. 0

2 Not sure who was more lost - the flat characters or the audience, nearly half of whom walked out. 0

3 Attempting artiness with black & white and clever camera angles, the movie disappointed - became even more ridiculous - as the acting was poor
and the plot and lines almost non-existent. (/]

4 Very little music or anything to speak of. 0

5 The best scene in the movie was when Gerardo is trying to find a song that keeps running through his head. 1

6 The rest of the movie lacks art, charm, meaning... If it's about emptiness, it works I guess because it's empty. 0



FH1: =mIFHFIRRARE!

* Step 1. [RIAZEFHEIREL
- {FHPandas.read_csvisERY

oONO UL WN B

I

FHtEIZEquotingSE9csv. QUOTE_NONE

import pandas as pd
import csv

data_file = 'pybook-data/ch5/imdb_labelled.txt' ##EEHIEX1EEZ

df = pd.read_csv(data_file, names=["sentence", "label"], sep="\t", quoting=csv.QUOTE_NONE)
print(df.shape) # %4 (1000, 2)

sents = df['sentence'].values #ZAV/1F

y = df['label'].values #ZEXEREIFXI A BT

sentence label

0 A very, very, very slow-moving, aimless movie ... 0

1 Not sure who was more lost - the flat characte... 0

2 Attempting artiness with black & white and cle... 0

3 Very little music or anything to speak of. 0

4 The best scene in the movie was when Gerardo i... 1
10
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.Step 2. QXJ EJZU
- BEANHIESEZS  2E0fx] 55791

WinEE, FRE

TN

1 import os
2 from sklearn.model_selection import train_test_split
3
4 out_dir = 'output'
5 train_file = f'{out_dir}/imdb_labelled_train.csv'
6 test_file = f'{out_dir}/imdb_labelled_test.csv'
7 if os.path.exists(train_file) and os.path.exists(test_file): #&EXHEFHE, EHIESA
8 print(f'Files exist at "{train_file}" and "{test_file}""')
9 df_train, df_test = pd.read_csv(train_file), pd.read_csv(test_file)
10 sents_train, sents_test = df_train['sentence'].values, df_test['sentence'].values
11 y_train, y_test = df_train['label'].values, df_test['label'].values
12 else:
13 os.makedirs(out_dir, exist_ok=True)
[ 14 sents_train, sents_test, y_train, y_test = train_test_split(sents,y,test_size=0.2, random_state=1) ]
15 print(f G EAE: {len(sents_train);') # 800
16 print (f'MXHEAREE: {len(sents_test)}') # 200
17 # D IEHIBIERFEDIX M, UEESEFZLD R
18 df_train = pd.DataFrame({'sentence': sents_train, 'label': y_train})
19 df_test = pd.DataFrame({'sentence': sents_test, 'label': y_test})
20 # RIEHNCSVXE
21 df_train.to_csv(train_file, index=False)
22 df_test.to_csv(test_file, index=False)
IgEAEE: 800 11

Wikt ALE: 200
.
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« Step 3. $FFHEE
« 1EIL4FIE (bag-of-words, BoW)

BOWfFERYE—4EXT N —MA]

ol [ embarrassing |insult_| inteligence |one | word I
%) 1 1 1 %)

All in all its an insult to one's intelligence 2

In a word, it is embarrassing © 1 %) %) 9] 1

{Z1E18 (stopwords) : a, an, in, isFITFTEN, BREFUFREESD, SHEBHE

12
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* Step 3. $FIHRH
e (FHlsklearndHJCountVectorizertZEYBoWlFNE

0o~NO UL WN -

from sklearn.feature_extraction.text import CountVectorizer
# (EEIG I EBOWIFIHE BN 75

= - B RERY, MRS, TN
vob = fe.get_feature_names_out() a0, R ARBEE)IgR5E IS CF_J"”-—H:IEHX%
print(f'i@&RA/J: {len(vob)}') # iFgFkA/: 2647

print(f'&4FC: {vob[-5:1}"') # &BLEL: ['youthful' 'youtube' 'yun' 'zillion' 'zombiez']

# WRIEIEZHE BXBOWHFIE

x_train = fe.transform(sents_train)

x_test = fe.transform(sents_test)

print (f'JIZRESHENAE: {x_train.shape}') # VIGEFFHE: (800, 2647)

print (f MAXESHEMAE: {x_test.shape}') # JidER/FHE: (200, 2647)

1i=2
2 print(df_train['sentence'] [i]) # It's a sad movie, but very good.

ﬁg%f[ﬁ 3 values = x_train[il.data

4 columns = x_train[il.indices
5 print(vob[columns], values)

It's a sad movie, but very good.
['but' 'good' 'it' 'movie' 'sad' 'very']l [1 1111 1] 13
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- Step 4. TREMIE
- gr—MEEET73EEE (LRCO)FHRT, LUMESH

from sklearn.linear_model import LogisticRegression
from sklearn.pipeline import make_pipeline
import joblib

clf = LogisticRegression() # /#EEA

clf.fit(x_train, y_train) # J%&EZ

full_model = make_pipeline(fe, c\f) # #HZE|FFIERNESS 5K
joblib.dump(full_model, 'movie_review_bow_1lrc.joblib') # REN—TFUHAE

00O NO UL B WN -

14
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« Step 5. FREIFIN
o (R LRCIECSIRENBoWIHEATMI & _EFm
1 y_pred = clf.predict(x_test)

2 probs = clf.predict_proba(x_test)
3 print(y_pred.shape, probs.shape)

(200,) (200, 2)

4 5.2: Sklearn BRI ITIE (n FRMIARALL, C FRIEHIE)

Jitk PRAT Rl
predict BEOSR, 4 AeAS B2 51 —RoH (n,) HjndarrayXf4e
predict_proba BRI, HHEARRTERAIRMRE —MRSFH (n, C) HyndarrayXige

EREGIF, FHEC=2
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» Step 5. 1REFO
- {FFDataFrame A 3EE

; import numpy as np probsfiJsE1%l (Z5le) . 58251 (F51)
/\|:| 7 S IVI=VAN
3 df_test['negative'l = probs|[:,0] JE'J‘JI_WizN::'FJ\ . IESRHYSS
4 df_test|['positive']l = probs[:,1]
5 df_test['argmax'] = np.argmax(probs, axis=1) ar‘gmax EHBE—ITHEXERESINZES]
6 df_test['y_pred'] =y _pred
7 df_test
sentence label Kegative positive argmax y_p@
(0} By the time the film ended, | not only dislike... 0 | 0.823776 0.176224 0 0
1 The acting, as you'd expect from this cast, is... 1] 0.536713 0.463287 0 0 I;ﬁ-;d“m]ﬂ'jﬁj
2 The plot doesn't hang together at all, and the... 0| 0.746511 0.253489 0 0
=PAN—. I D
3 | felt as though her going to Ireland did abso... 0 |0.454886 0.545114 1 1 7] 'EJEIIJ Eitlj
4 If good intentions made a film great, then thi... 110.037038 0.962962 1 1




F=h1 . mXRATIRRGRE]

* Step 6. HBETHE
« EMEWME: HILNFIFH—

1 full_model = joblib.load('movie_review_bow_1lrc.joblib")

2

3 input_texts = ['this is a good movie', 'the movie is horrible', 'a horrible movie', 'not a bad movie'l
4 prob = full_model.predict_proba(input_texts)

5 pred = np.argmax(prob, axis=1)

6 names = ['faEi¥ie', 'EEITL']

7

8 for i, text in enumerate(input_texts):

9 j = predl[il

10 print(f'{text} —> {names[jl} ({prob[il[j]:.2f})")

this is a good movie —> IFEiFiE (0.66)
the movie is horrible —-> fAEIFE (0.68)
a horrible movie —> fAEI¥IE (0.68)
not a bad movie —> fTAEIFL (0.97)

17
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* Step 6. MHEEITL
- EEMEZE: LRCKHIVFEEFIEREATEER

.|
/

1 vob = fe.get_feature_names_out()

2 weights = clf.coef_.ravel()

3 word_weight_table = pd.DataFrame({'&1i3"':vob, 'LRCHE%{': weights})

4 sorted_table = word_weight_table.sort_values(by='LRCZE%{', ascending=False)

i3 LRCERH #$i5 LRCRM

0 10 0.929517 ﬁGOZ wonderful 1.421288\
1 12 0107174 | 1015 great 1.337117 ~=1"*"brilliant cinema 2 started 1 rfltl‘ri‘
2 13 -0.097498 213  beautiful 1.286196 -+ @ ;‘::’S C (gme ﬁ\\[ B
3 15pm -0.110906 1395 love 1.251405 6'313 -: I\>I\ z hc\lc\.lhhSti” , . Sﬂllr?lwouldscrlptq:
4 t8h oosum | 1353 iked 1247918 ) WordCloud 3 love] Ilght Q.

2642 youthful -0.206285 /2201 stupid -1.149934 "\ ccs best fperformance

- lame jminutes ® g
> b,D e enjoyed 2 Stupld

= == not CP
2643 youtube -0.425369 2621 would  -1.204261 = "C O lgét

2644 yun -0.098880 1559 no -1.345176 % 1 k dthll‘lk ” ""' i o S e v ma
2645  zilion -0.206397 182 awful -1.390163 - 1 e good 3 c ome y depth hours = ‘-U lacks " terrible
2646 zombiez -0.165176 | 189 bad -2.310350 ) () BUERKHIAL (b) BUER/MRIL
(@) AR () HAEH Pl 5.6: LRC 4 B 5% PP IE THI/ 57 Th 1R]71
Pl 5.5: PFIRICAS LRC 18 Jeas RN 18
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- Step 6. ‘*‘ﬁiﬂﬁ

- B2 BT REHEENENTER
| |EBRBAM Np | SEBREAHE Nn |
oM aREME TP FP (i®#%) ——— Precision=TP /(TP +FP)
FUMAEM FN (FIR) TN \

o Accuracy = (TP+TN)/(Np+Nn)
TPR / Sensitivity / Recall = TP / (TP + FN)

FPR =FP /(TN + FP)
Specificity = 1 - FPR IR RSB B P R AR ?

19
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‘step 6. HREF(E
- BEFN: BETRSHEEERTE

1 from sklearn.metrics import accuracy_score, confusion_matrix, classification_report
2
3 accuracy = accuracy_score(y_test, y_pred)
4 print (f'o¥#EME: {accuracy:.3f}')
5 cm = confusion_matrix(y_test, y_pred)
6 tn, fp, fn, tp = cm.ravel()
7 report = classification_report(y_test, y_pred, digits=3)
8 print(report)
DEERE: 0.815
precision recall fl-score support
WP 25
0 0.840 0.800 0.820 105 E]’J*Bj-jizli j[
1 0.790 0.832 0.810 95
accuracy 0.815 200
macro avg 0.815 0.816 0.815 200
weighted avg 0.816 0.815 0.815 200

20
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- (ERHSEFRGIIZM, RAITHHEMNRIZERY T X

BIEHIPIIERETER), — Ak IR, TEEE, REOFCHIFL. mEA
RIS INKBK G WMABZHIETE, HTFEIkTE, ALKZE

XBRE—N RIS, IBRAEFILARE

Step 1 Step 2 Step 3 Step 4 Step 5 Step 6
BUASURIREY  BUBER)S T BMEEEL . SRR RN e

BRI
- __________________________________________________________________________________________________________________________________|

21
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.Step 2. QXJ EJZU
- BENHIESEZS  2E0fIX] 55791

GEMNNE, FHREF

1 out_dir = 'output'

2 train_file = f'{out_dir}/hotel_labelled_train.csv'

3 test_file = f'{out_dir}/hotel_labelled_test.csv'

4 if os.path.exists(train_file) and os.path.exists(test_file): #&EXUERF#E, BIESA
5 print(f'Files exist at "{train_file}" and "{test_file}"')

6 df_train, df_test = pd.read_csv(train_file), pd.read_csv(test_file)

7 sents_train, sents_test = df_train['review'].values, df_test['review'].values
8 y_train, y_test = df_train['label'].values, df_test['label'].values

9 else:

10 os.makedirs(out_dir, exist_ok=True)

11 sents = df['review'].values

12 = df['label'].values

13 sents_train, sents_test, y_train, y_test = train_test_split(sents,y,test_size=0.2,random_state=1)
14 # (D ERIEIERERIX M, UEEE@EEZED 5

15 df_train = pd.DataFrame({'label': y_train, 'review': sents_train})

16 df_test = pd.DataFrame({'label': y_test, 'review': sents_test})

17 # IREACSVXF

18 df_train.to_csv(train_file, index=False)

19 df_test.to_csv(test_file, index=False)
20 print(f'ilG#EAEE: {len(sents_train)}') # GHEL#E: 6212
21 print(f"ME##EAEE: {len(sents_test)}') # WidiEE#E: 1553

NEHAKE: 6212
MIRAAFAEE: 1553 22
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« Step 3. $FHIEHEEL
s EEFPIFENDIEENK, BidtokenizerSEIEEF NS 1AREL
- HBELZ=A1, RHR2AFEREFIFILEEE (26k vs. 2.6k) K—PMEER

1
2
3
4
5
6
7
8

9
10
11
12
13
14
15
16
17

import jieba

jieba.initialize()
def jieba_tokenize(text):

return jieba.lcut(text) # TE_EXEF'SZS’ZZM:B \}53217%757]%

fe = CountVectorizer(tokenizer=jieba_tokenize)

fe.fit(sents_train)

vob = fe.get_feature_names_out()

print('i@&A/: ", len(vob)) # F&EA/: 26262

print('SBO%5ME: ', vob[10000:10005]1) # EELHE: [' Lt 'H#' ‘XM 'ZE ' KHTHE']

x_train = fe.transform(sents_train)

x_test = fe.transform(sents_test)
print (f'YIGEISTEME: {x_train.shape}') # WEELHIIAE: (6212, 26262)
print (fUKSEKENE: {x_test.shape}') # WiHFEHHE: (1553, 26262) 23
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« Step 4. REUIEE
e JI|Z— LRC
- EAMESISTHETEEKR, ERLRCANERI /XS max_iter
(BMAE S 100) 1Z¥E /91000

1 clf = LogisticRegression(max_iter=1000)
2 clf.fit(x_train, y_train)
3 # LA NAERE

4 full_model = make_pipeline(fe, clf)

5 joblib.dump(full_model, 'hotel_review_bow_1lrc.joblib")

24
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« Step 5. Eﬁuﬁ'ﬁl}lﬂ + Step 6. MHREF L
« EMMER: HILNMIFH—il

full_model = joblib.load('hotel_review_bow_1lrc.joblib")

1
2
3 input_texts = ['BETFEEE, RISEBLE. ',

4 'uﬁﬁﬁﬁ,ié@ﬁ$%oH 7
5 'RERE, —MRL%ET', AIEEEJZ
6 'EBEERK, BIASERE, ']

7
8

prob = full_model.predict_proba(input_texts)
9 pred = np.argmax(prob, axis=1)
10 names = ['faE¥E', 'IEEITIS']
11
12 for i, text in enumerate(input_texts):
13 j = pred[il]
14 print(f'{text} —> {names[jl} ({prob[i] [1]:.2f})")

BETeRE, BESERE. -> EEEE (0.79)

MERSHE SEOEESE, - FEFES (0.93)

BERE, —HEREST —> REFE (0.26)

EEERK, HMASESE. —> REWE (0.34) -
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e Step 5. Eﬁuﬁiiﬂﬂ + Step 6. 4EEIFHL
- EEITN: BT REREIERTE

y_pred = clf.predlct(x_test)

accuracy = accuracy_score(y_test, y_pred)

print (f'9o38E&H=: {accuracy:.3f}')

cm = confusion_matrix(y_test, y_pred)

tn, fp, fn, tp = cm.ravel()

report = classification_report(y_test, y_pred, digits=3)
print(report)

DRERE: 0.875

NOo o, WN B

precision recall fl-score support

0 0.807 0.779 0.793 476

1 0.904 0.917 0.911 1077

accuracy 0.875 1553

macro avg 0.855 0.848 0.852 1553
weighted avg 0.874 0.875 0.874 1553 26



