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Rm=EF> (deep learning)

« —FFETRUMEE =SB,
IUZBEATHEZEMENZEE, DIRIBEIEA@WAN, LUBRMES A,
BFimzllin=>8e/] (end-to-end learning)

s BUFIHRE 5 0REFI RN

EFHEZF S R 5D XR[F S FHERREN PRERFES

ZBAFE R ENH A
" [ \ F_L_W

> Rk ConvduUOnm
JIEHTER l B 1 Convolutlonal colr:111]11elc}:,ted
=== a er2 Convolutional Locally- layer 2
DA ) —> | BEER | — | EEE | — la er 3 connected 7T
T, " layer __~O[ BN Ie
= Il'i ----- é E.ti::;ﬁ;;}) ’ N Y
pwy E=y s -IITET - . N B ,,’ \ e
B TER e J] l*r? =" [0 N8 Ne
. > o , TR - HEHEIE . Pooling Poolin Full t __________
URERS | —> | SEER | —> | BEEN | — | W —> layer 2 layer Conne&ed Output layer
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MEESZI5E
JPyTorc TR S

|
* PyTorch: BREIRMITAREZIELE
LASKE (Tensor) RZOEIREEN, LINFHEINKESINEERNRERERLEE

BM: https://pytorch.org/get-started/locally/

PyTorch Learn +

Community v Projects v Blog & News About v

Get Started: Install PyTorch Locally or Launch Instantly on Supported Cloud Platforms Get started

October 1, 2026 in Blog

Optimizing Jagged Flash
Attention with TLX: The
Road Toward SOTA FA4
on Blackwell

TL;DR In this blog post, we present our work
on Jagged Flash Attention (JFA) — the
attention kernel behind Meta's Generative

Ads Model (GEM) — on NVIDIA Blackwell
(B200), built...

READ MORE -

September 30, 2026 in Blog

A Ray-Focused Guide to
PyTorch Conference
North America

TL;DR In only a few weeks, PyTorch
Conference North America 2026 will begin in
San Jose, bringing together the open source
Al community to share ideas and
collaborate. If you've...

READ MORE —

September 30, 2026 in Blog

From Upstream Changes
to Downstream
Confidence: Inside Torch
Spyre's Integration with
PyTorch CRCR

TL;DR PyTorch's Cross-Repository Cl Relay
(CRCR) gives out-of-tree accelerators a
clean, scalable way to plug into upstream Cl
- and it leaves each backend free to decide
which of PyTorch's...

READ MORE —



PyTorchZg3is

SEEMSI|, RMERS. TEEESHE, THTEGS

Preview (Nightly)

PyTorch Build Stable (2.8.0)

Your OS Linux Mac Windows

Package LibTorch Source

Compute Platform EYBA426 GUBA128 SUbA+2AS RoGH64 m

Run this Command: pip3 install torch torchvision

- IEEPyTorchEBEHE. ERHBGPURTHE

; ;Tz::tzcr)'z;h version__) ;ﬁ EE%GPUH@%-IEZKEEH&-
3 device = torE.devicchuda' if torch.cuda.is_available() else 'cpu') mﬁ?ﬁ@iﬁfﬁ??&%,
4 print(device) ;.\Z%'l‘g_%

2.10.0
cpu




A= FIRECE

* R 7 PyTorch, ANEERGIRTK TIE=1FE

huggingface-hub MHugging Face FEiREY pip install huggingface hub
sentence-transformers JfNEERERE pip install sentence-transformers
tqdm FIEDAESL pip install tqdm

transformers INE Transformers&FEE!  pip install transformers



PyTorchfEZE

o tZILEHREN

* Tensor: HEA, F&. &, FHE. BEFIYHTensor IHx
- RIEER

- Dataset / Dataloader: ERIRHIEZT IEEIE AN

* Module: HERE (BENXHEMEZLEN)

e CrossEntropylLoss: FF IR X IFERSk

« AddamW: FFLEE, IESEREWNIEEZREESE




iAIHTensor

I T

- BERERE, TensorMlBAREZEIhRAIndarray
'5ndarrayﬁﬁ?xﬂmr$ﬁ1bl
- (BRI MS . GPUINE. BESEESE

& v d
GPU filiE B9 =14

i
i}

« Sndarrayn] G5

t = torch.from_numpy(arr)

arr = t.numpy()




el TensorVHR

import torch

import numpy as np

# (EFEREYEEL R EECIEIEENAIKE

shape = (2, 3)

zeros_tensor = torch.zeros(shape)

ones_tensor = torch.ones(shape)

rand_tensor = torch.rand(shape)

# MPythonZlZeliE

9 data = [[1, 21, [3, 4]]

x_data = torch.tensor(data)

11 # MNumPy#2EIE2 (REEEA7F)

12 np_array = np.array(data)

13 x_np = torch.from_numpy(np_array)

14 # BFHETensor XREIZE, [FHFEBASIRETN, BIELRF/E L

15 x_ones = torch.ones_like(x_data) # BI#—12x249;TEEIIN1HTensor
16 x_rand = torch.rand_like(x_data, dtype=torch.float) # BIZE—12x2895E N ZmEaTensor

* BHAT

- IIEERN
=F e =plES
g#l88ndarray
SHlEtETensor

[ [
o~NOULDESE WN B

(]
=
S

1 arr = np.array([1, 2, 3])

2 t = torch.from_numpy(arr)

3 arr[0] =9

4 print(arr, t) . .

5 tlo] = 1 L from_numpy SEEHEILENE, X—HF5—HE
6

print(arr, t)

[9 2 3] tensor([9, 2, 31)
[1 2 3] tensor([1, 2, 31) 9



BATensorWRAETE

- BREE

ndim: 4EZ{

shape: LAZITHAF N iRIETensorfISRAIFAR, EIE—HNKE
dtype: JCEREIESRE

device: E(?Hé’lﬁﬁij%i‘l‘ggc%ﬂﬁgb’ R (BAIAJICPU)
requires_grad: ERMNMZIFITERE (BlAIFalse)

1 x = torch.rand((3, 4))

§ printoo | | Bl — 31743 UIREHAERS
3 print(x.ndim, x.shape, x.dtype, x.device, x.requires_grad) YEREH2
tensor([[0.5217, 0.6527, 0.0611, 0.6350], o JTTENZFRE
[0.9570, 0.6523, 0.2518, 0.6213], o BUABECPULITE
[0.7632, 0.6986, 0.5673, 0.277611]) . RitEreEs

2 torch.Size([3, 4]) torch.float32 cpu False

10
L ________________________________________________________________________________________________________________________________________



Tensoria&l

AR

tig;:[t:nzg:jh'ones“z' 2)) RESBITEIE 38 (broadcasting) , BI&ELFIXT
: RS SHRTEHNSS, ~E— A FRIWTensor

print(tensor
print(tensor - 1) # KES5#EH/E
print(tensor x 3) # KES5HnEEF

print(tensor / 2) # KES5#rZEEMG

tensor([[1., 1.
[1.,
tensor([[3.
[3.
tensor([[0.
[0.
tensor([[3.
[3., 3.11)
tensor([[0.5000, 0.5000],
[0.5000, 0.5000]11])

SOuUl s WN B

~— S

wWoeoo wwr

et bt et d b b b ed
— — — — -

- - - - - -

11



Tensoria&l

« ZITMEk (*) vs FEfGERE (@)

1 a = torch.tensor([[1, 0], [0, 1]])

2 b = torch.tensor([[1, 21, [3, 4]1])

3 c=axb # FfEF torch.mul(a, b)

4 d =a@b # F/EFF torch.matmul(a, b)
5 print(c)

6 print(d)

tensor([[1, o],
[0, 4]1)

tensor([[1, 2],
[3, 4]11)

FEaE2— N R{AERE, tBAfHtorch.eye(2)=4

12



4 mmm

Tensoria&l

* 222 (reshape)

- EEHREEEN-1, WRXHZERFBIHHEMZENRKE

1 a = torch.rand((4, 4))

2 b = a.reshape(-1, 8) XPQMTensor I SRAVAEE T RIRZ/D?
3 ¢ = a.reshape(2, -1) . #EH— MRV TR MR ?

3 < = 2. reshapel2, EE—T, SRR R:

5 print(a.shape, b.shape, c.shape, d.shape)

torch.Size([4, 4]) torch.Size([2, 8]) torch.Size([2, 8]) torch.Size([16])

b tensor([[0.3186, ©.2571, ©0.3559, 0.8078, 0.4759, 0.7674, 0.0303, 0.2203],

d [0.9144, 0.9560, 0.1701, 0.1486, ©0.5200, 0.9314, 0.4593, 0.346211)
tensor([[0.3186, 0.2571, 0.3559, 0.8078],
[0_4759' 0.7674, 0.0303, 0_2203]’ C tensor([[0.3186, 0.2571, 0.3559, 0.8078, 0.4759, 0.7674, 0.0303, 0.2203],
[0.9144, 0.9560, 0.1701, 0.1486], [0.9144, 0.9560, 0.1701, 0.1486, ©0.5200, 0.9314, 0.4593, 0.3462]1])

[0.5200, 0.9314, 0.4593, 0.3462]11)

d tensor([0.3186, 0.2571, 0.3559, 0.8078, 0.4759, 0.7674, 0.0303, 0.2203, 0.9144,
0.9560, 0.1701, 0.1486, 0.5200, 0.9314, 0.4593, 0.3462])

13
L ________________________________________________________________________________________________________________________________________



4 mmm

Tensoria&l

« BF N TensorXJ&R
« 1% (torch.cat) : AIBINLEEN
« EE (torch.stack) : #EEUIN—, BMEIN—1NFTRVEUEEE

torch.tensor([1, 2, 31)

a

b = torch.tensor([4, 5, 6])
torch.cat([a,bl) torch.stack([a,b], [dim=0) torch.stack([a,b], dim=1)
tensor([1, 2, 3, 4, 5, 6]) tensor([[1, 2, 31, tensor([[1, 4],
[4, 5, 6]]) [2, 51,
[3, 611)
KEZ N6, (B4EE91 HEoESE, b{EFRAYITION AR 1S, b{EFRAYFIININ

21735 317251

14




4 mmm

Tensoria&l

* TensorfySRMIrequires_grad@IEFRIRE NTrue
« Py . backward () BT BB, GERFHIEX. grad

1 x = torch.tensor(2.0, requires_grad=True) BiRAZL y=x2+3x+1
2 y = xk%2 + 3%x + 1 iﬁ]*-@- dy/dx=2x+3

3 y.backward() # BantEH#E
4 print(x.grad)

tensor(7.)

HAAFEEEF MRS, BBREIRREL, R EATE ATensorRehk

L BirREE B IUIRE T BEE A Rbackward ()
15
-



4 mmm

TensoriZ&

« (FHtoT A TensorBBETEITEIRE (device) LiITH&

1 device = torch.device("cuda" if torch.cuda.is_available() else "cpu")
2 x = torch.rand((2, 2)).to(device) # EaIZIGPUZLCPU_LF /54T E
3 print(x.device)

cpu

L BEizERNREFIEgEEI R\ T E—device, BUHR RuntimeError
16



PRESRS]-5-2-1

N\
gl:l/_LEJr?'_ﬁl.JX=[@:1:2:---:11] tensor([[ 0., 1., 2., 3.
« BxEZ— 1 3x4HYTensorI Ry { gj: o 10

- DElitByE—17. §-5r13(E
* WFEREz=(x**2) . sum(), ITEXBFIHE
- [fER] ERFERREEN z=(y**2) . sum(), AMEAZRISYRIEEE?

[BANE] [EFE] [EEE] [RE@WHE]

BIR: (12,) ~
X =
ik (12,) w i

z=(x**2).sum()

y
AR (3,4) FAR: (3,4) 2
PP restape e |— 2R ~—=
|/ . k)

y=x.reshape((3,4))
z=(y**2).sum()

17




PyTorchiRiz=

s IMES 2RI AR EEGE, 1ENENE (RESE) 1F
B LTS R
- BN RARRISBIUESRIERAR I B K E~ERNEERE
« EEEPYTorchiEZE N EIZ PN E)E
« NfATINE (FRiE) ’kﬁ)?
« YMAIFEIE (P94%) TREY?
« N{AIEEIRKREL?
« WN{AEEIES?

\
=i
A

18




PyTorchiRiz=

- A StorchZEAIXI R KK

P

el

R

Dataset
SR SR {

DataLoader
§|:| 1&[*@%1‘%@ ? Module

CrossEntropyLoss

QU@}'E?‘E?E%E@Q? { MSELoss
EtEELRR? Adan¥

torch.utils.data
torch.utils.data

torch.nn
torch.nn
torch.nn

torch.optim

i Yk Dataset R g CUMATHL— R HEA

K45 HyDataset A G BT IEAURT RIEHLUTEA
B HEA T YN SR Bl HERE

S AR Module s g SCHIZE W 25 45
iR SRS EEES
I35 7 iR 2245 %
A gs

19




PyTorchiRiz=

‘Qd:l\\,

\

[ Dataset ]

B
-

L 72

2HRYERT

™

EERgE | R

Textset

Dataloader

[ nn.Module }
Sk e
iR (batch) . EIELE v
R aEmgs | e msmmes
BowNet ‘ nn.CrossEntropylLoss
1EERT)II%K B
S (step)

REtELRE

VRS

(backward)
[torch. optim.Adam W}

20




ZHl1: EFBowpIRN T IBRIRA!

« iGFE5.2.15%80E, EFBoWfHIEIZE &S
» 2Py TorchREFITIER

EHHERD Bl EENS

IZRE R REEE RS G

21




Step 1. EHIEIEEDO

« ZEREORATENMIEEARDHUR “RE IREIAH I TZ=S
« 1B1JdDatasetf]DatalLoaderB&S{FE AL

—A & #LiIX (batch)
=PMEFEE —RIBANII—/NBFEA (batch_size HEEA/N)

1= (iteration)
5ERk— batch BYRIE)+ 2 [A)+EE5HT

82R (epoch)
WNEELEERT—iR

— 1 epochE ZHIIEILIREN = [N / batch_size]

22
.



Step 1. ERIEEEDO

 DatasetAREBE2— NS, EEEIWE AR

—— 1\ S Jitk yiefitik
Dataset—F35FeatSet
EX + = i SRR, BRI, S ROECR A A

« IEENEEEATEARIBoWR ‘TIE*D*T“ e RIS R AR R

- FRFERfeatsTEIELS EIESRS __getiten__ HAR RS R, T A e
ransform QEi AT Hang | H—
jg$HU4§&ﬁa (L12) t £ (TL)H%A@%Lﬁ%ﬁ(@?@ ML H—1kE)
target_transform (7)) SHARZEATE (INZArE D)

from torch.utils.data import Dataset

1
2
3 class FeatSet(Dataset):

4 def __init_ (self, feats, labels):
5 self.feats = feats

6 self.labels = labels

7
8

def __len__(self):

9 return len(self.labels)

10

11 def _ getitem_ (self, idx):

12 dense = self.feats[idx].toarray().squeeze()

13 return torch.tensor(dense, dtype=torch.float32), torch.tensor(self.labels[idx], dtype=torch.long)

23



{EREREED

» GlIEERI 1 DataLoaderysR, 3BT INE)IZREEF0NNE
¢ 5.10: DataLoader® ¥ 15/L S5

- T
ZUETIANE : aataset D o s ——"

batch_size 1 BMRP RS
E}Eﬁ 5.2. lqﬁﬁg'f‘%ﬁgjﬂﬂﬁ\j’imd b'IJ | gﬁ%*uﬂ)—w shuffle False R DAGLIF BB, train_loader % MTrue, test_loader % }False
&, FET

AllT

gﬁ\%}ué B OW%?ETIEEHR %% drop_last False Bl JE— RN R R 5

1 import pandas as pd i i

2 from sklearn.feature_extraction.text import CountVectorizer from torch.utlls.data 1mport DataLoader

3

4 train_file = './output/imdb_labelled_train.csv' g _ a a

5| test File = *./output/indb, Labelled test. cov" train_ds = FeatSet(fe.transform(sents_train), y_train)

6 df_train, df_test = pd.read_csv(train_file), pd.read_csv(test_file) test_ds = FeatSet(fe.transform(sents_test), [@]xlen(sents_test)) #/EEEME T EL iz alH
7 sents_train, sents_test = df_train['sentence'].values, df_test['sentence'].values

8 y_train, y_test = df_train['label'].values, df_test['label'].values

9 print(f'ilg#4%E: {len(sents_train)}') # 800

i : train_loader = DatalLoader(train_ds, batch_size=64, shuffle=True)
10 print(f'MEHA%E: {len(sents_test)}') # 200

test_loader = DatalLoader(test_ds, batch_size=32, shuffle=False)
12 fe = CountVectorizer()

13 fe.fit(sents_train) # (EFEVIGHIEHZEBOWIHIFIERES
14 vob = fe.get_feature_names_out()

15 vocab_size = len(vob)

16 print(f'ig&A/\: {vocab_size}') # igzZkA/: 2647

O oo ~NOoOOUTSs, WN -

print(len(train_loader), len(test_loader)) # 13 7

Lo NSRS EIRE, BHMRIREHEE
24



Step 2. EIENMLE

Jitk Yniksihig

__init__ WRETTHR, M XML, WiEaRRRERMA . e
forward HIET R, Gt ERE, BIEEE e AR A0 ) 4 2

- BRENXSimpleNet: {(XBE—PMEMEERIRIRELE ML

« HHEEIInn. Linear(in dim out _dim)8lE, BEEAEE— (8—4H) KES
in_dimf9FID@BIT e tdas N (8—4) KE Sout_dimBY4FE

¢ 5.11: ModuleR B H¥E

o BT 4k FEModul eSS

PARAS

1 import torch.nn as nn

2

3 class SimpleNet(nn.Module): L

4 def __init_ (self, vocab_size, num_class=2): vocab_size: BoWiF(IFKE

5 super().__init_ () num_class: KFIE (EEETHE/RENIE)
6 self.net = nn.Linear(vocab_size, num_class)

7

8 def forward(self, x):

9 return self.net(x)

25



Step 3.

U:h%mﬂ ;

Sl
L9: {LiteEs :
L10: &R |
L12: JEEEE 5

1l
12
s
14

WIIEFREL

12510

from transformers import get_linear_schedule_with_warmup

model = SimpleNet(vocab_size)

device = torch.device('cuda' if torch.cuda.is_available() else 'cpu')

print('Using device:', device)

model.to(device) #&# - GPU

criterion = nn.CrossEntropylLoss() #18F#HFERL

trainable_params = [p for p in model.parameters() if p.requires_grad]

optimizer = torch.optim.AdamW(trainable_params, lr=1le-4)

max_epoch = 300

total_steps = len(train_loader) * max_epoch

scheduler = get_linear_schedule_with_warmup(optimizer, num_warmup_steps=0, num_training_steps=total_steps)
print("mI&SHRSEHE:")

print([(name, param.numel()) for name, param in model.named_parameters() if param.requires_grad])

Using device: cpu

TS HRSHE vocab_size 92647

[

FIR (1r) ShBRGEE, FRIZMWYIE

net.weight', 5294), ('net.bias', 2)] %l‘i *ﬁ%ﬁﬂ$@42647*2 5294/\7‘%*&

lu\lﬂ%g

o

FIRYIRE (L9) AYL Eﬂﬁmf ﬁ‘@ﬁﬁﬁ?ﬁ%ﬁ’]?zh




Step 3. ill&iEEY

N\ 4
SALE L At ﬁ*ﬁté(ﬁbﬂatch) v (Efﬂﬁ]i‘f?)
E Y % o - ek
[ Textset BowNet
s D

fERER) 4k
2%

(backward)

* )

- RETERT (L12) | BESET (L11)

1 import time

torch.optim.AdamwW

2
3 t0 = time.perf_counter() # IZRHIEATZI
4 for epoch in range(max_epoch): 7\, . —
_ A epoch 00 : Loss = 0.6942
5 model. train() e epoch 20 : Loss = 0.6440
6 total_loss =0 epoch 40 : Loss = 0.6047
7 for batch in train_loader: epoch 60 : Loss = 0.5717
8 xb, yb = batch h L — 441
9 xb, yb = xb.to(device), yb.to(device) Zgggh ?g@ Egzs =0é552@4
10 loss = criterion(model(xb), yb) epoch 120 . Loss = @'5019
11 optimizer.zero_grad() epoch 140 Loss = 0:487@
12 loss..t')ackward() epoch 160 : Loss = 0.4742
13 optimizer.step() epoch 180 : Loss = 0.4611
14 scheduler.step() epoch 200 : Loss = 0.4521
g5 total_loss += loss.item() epoch 220 : Loss = 0.4448
16 total_loss /= len(train_loader) # tEZHAEIFZI eBoch 240 . Loss = 0.4384
17 if epoch % 20 == 0: # 203X ITEHI— K% epoch 260 Loss = 0.4337
18 print(f"epoch {epoch:02d} : Loss = {total_loss:.4f}") egoch 280 Loss = 0'4327
19 if device.type == "cuda": T - G .
20 torch.cuda.synchronize(device) Training finished in 0.07 min
21 total_time = time.perf_counter() - t0 # &L FitaT
22 print(f"Training finished in {total_time/60:.2f} min") 27



Step 4. {RBYEIE & Step 5. [EEETTR

AR &S IHEIEIRT

L

)Hil'#

« EFciEIImodel . eval () 1F

from sklearn.metrics import classification_report

1
2
3 model.eval() ##ERIGE VR

4 all_preds = []

5 with torch.no_grad(): # ZEHEEITE, ESHENR

6 for xb, _ in test_loader:

7 xb = xb.to(device)

8 output = model(xb)

9 preds = torch.argmax(output, dim=1).cpu().numpy() # EFMEXZS RSHIZEFIIESFTNLEE
10 all_preds.extend(preds)

11 # Me&Fl

12 print(classification_report(y_test, all_preds, digits=3))

precision recall fl-score support

0 0.832 0.848 0.840 105

1 0.828 0.811 0.819 95

accuracy 0.830 200
macro avg 0.830 0.829 0.829 200
weighted avg 0.830 0.830 0.830 200

28



FEIMEAR s impleNet

SFRAIAEES . 8RIMEFEAR

input_texts = ['this is a good movie', 'the movie is horrible', 'a horrible movie', 'not a bad movie']
input_ds = FeatSet(fe.transform(input_texts), [@]xlen(input_texts))
input_loader = DatalLoader(input_ds, batch_size=16, shuffle=False)
model.eval()
all_scores = []
with torch.no_grad():
for batch in input_loader:
xb, yb = batch
xb = xb.to(device)
yb = yb.to(device)
output = model(xb)
scores = torch.softmax(output, dim=1).cpu().numpy()
all_scores.append(scores)
scores_simplenet = np.vstack(all_scores)
15 print(scores_simplenet)

[[0.4928521 0.50714785]
[0.5756278 0.42437217]
[0.5802901 0.41970998]

[0.6585362 ©.3414638 1] “not a bad movie” {K|B#REBINGAME

4

oOo~NOULDES WN R

L
A WNNEFPR O O

YHIEER B IR M RE BB IR MR F S BESIRIR4I?
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REH>]-5-2-2

« 2 ESimpleNetPIIAN—PFEER, TH—PEEFHNEFREL L

self.net = nn.Sequential(

nn.Linear(vocab_size, 128),
nn.ReLU(),

nn.Linear (128, num_class))

ErEE

HEE T, MNERESNEMESHIMERE

N (vocab_size)

v

Linear(vocab_size - 128) « &£ 1 E:
v

ReLU() - BUERE
v

Linear(128 - num_class) - 5822

v
¥ (num_class)




=ZfHl2: BEFBERTRIENX T IBRIRS!

= __TJ\-LJ E'/i$|‘ Iu\}ﬂ%”*ﬁﬂ']
y BERTEE@%XEHZQ E?Transformer SRR EREMEIESEE

:E’J/?NE?—j _ﬂzuw

L

St

[ } w._
¥\Il_1\' 3

N

T#BERTIRE! W8 TEHIEIEZED el — IRTUHETR —) HEREITF(h

31




Step 1. T&KBERT{REY

- FJFBhuggingface_hubMHugging Face (HF) T
. HF 4 A FRATHEELAO ) SR

1 from huggingface_hub import snapshot_download

2 snapshot_download(repo_id="google-bert/bert-base-uncased", local_dir="bert-base-uncased", endpoint="https://hf-mirror.com")

Fetching 16 files: 100% [N 16/16 [00:28<00:00, 2.04sfit]

ReaDME.md: [l 10.5k/2 [00:00<00:00, 920kB/s]

flax_model.msgpack: 100%

weight.bin: 100% [ NN 532V/532M [00:25<00:00, 22.4MBJs]

gitattributes: [l 4912 [00:00<00:00, 32.1kBJs]

438M/438M [00:23<00:00, 16.0MB/s]

config.json: - 570/? [00:00<00:00, 43.4kB/s]

model.mimodel: 100% [ NN 65k/165k [00:00<00:00, 411kBs]
Manifestjson: [l 617/2 [00:00<00:00, 84.3kBJs]

model.onnx: 100% | NN 5:32M/532M [00:24<00:00, 24.2MBJs]
model.safetensors: 100% [ NNE +:20M/440M [00:23<00:00, 20.9MB/s]
pytorch_model.bin: 100% ([ NNNENEG +40M/440M [00:24<00:00, 23.5MB/s]
ticense: [ll 11.4k/2 [00:00<00:00, 725kB/s]

rust_model.ot: 100% [ NN 534M/534M [00:26<00:00, 42.2MBJs]
tt_model.hs: 100% [ NG s36M/536M [00:25<00:00, 39.8MB/s]

tokenizerjson: [Jll 466k/? [00:00<00:00, 474kBs]

tokenizer_config.json: 100% ([ NN 48.0/48.0 [00:00<00:00, 3.04kBJs]

vocab.txt: [l 2322 [00:00<00:00, 334kB/s]

THEZHRIER Fbert-

base-uncasedX {4k

Z Jupyter

File View Settings Help

™ Files  © Running

Select items to perform actions on them.
@8 / bert-base-uncased /

Name

& coreml

{:} config.json

[ flax_model.msgpack
[ LICENSE

[ model.onnx

[ model.safetensors

M README.md

[ rust_model.ot

[ tf_model.h5

{:} tokenizer_config.json
{:} tokenizer.json

O
@]
O
@]
O
@]
O
[J [ pytorch_model.bin
]
@]
O
@]
O
O

[ vocab.txt 3 2




{FFHBERT{REY

- SIINBARE, LAFRIRTEEIE TEUkLD

from transformers import BertTokenizerFast, BertForSequenceClassification

1
2
3 local_model_path = './bert-base-uncased'

4 model = BertForSequenceClassification.from_pretrained(local_model_path, num_labels=2)

5 num_params = sum( [param.numel() for name, param in model.named_parameters() if param.requires_grad])
6 print(f"alil&S%&E: {num_params}")
7 print("9Z%=Z:", model.classifier)
8 tokenizer = BertTokenizerFast.from_pretrained(local_model_path)

BertForSequenceClassification: transformersZEi2HAYLABERT ANZAIN A ZEES

i1 5S8&E: 109483778 (12! )
DB Linear(in_features=768, out_ features=2, bias=True)

H8ITINEAIEBERTE YD IARS, EfFRRKMAN ARG HEEAItoken IDFS
- EREIEREONYIMERZD IR



{FFHBERT{REY

fRBERT1RIZEAYMIN. Eild
« BXAR (1RFFF) A5 token ID

- IH7RF: [CLS] 98 [SEP] G2 [PAD] H7

 JEEIER (attention mask)

)
Il'r

FPMNAND FEPSBIRIN[CLS 1FI[SEP],

& \ ExZ{REAAImax_length-2Md]
OXRTERTF, A&=51H8

text = ["a good movie", "a bad movie", "This brilliant film deeply moved me with stunning visuals"]

encoded = tokenizer(text, add_special_tokens=True, max_length=8, truncation=True, padding='max_length', return_tensors='pt')
decoded = tokenizer.batch_decode(encoded['input_ids'])

print(encoded)

print(decoded)

AU s WN R

input_ids': tensor([[ 101, 1037, 2204, 3185, 102, 0, 0, 01,
[ 101, 1037, 2919, 3185, 102, 0, 0, 01, 1‘% ]:Efiﬂj' EH’J?—EX
[ 101, 2023, 8235, 2143, 6171, 2333, 2033, 102]1]), 'token_type_ids': tensor([[0, ©, 0, 0, 0, 0, 0, 0],
[0, @, @, , 0, 0, 0, 0], e input_ids
[6, 0, 0, 0, 0, @0, @, @0]]1), 'attention_mask': tensor([[1, 1, 1, 1, 1, 0, 0, O], . :
11110 0 el attention_mask
1, 1, 1, 1, 1, 1, 1, 111)}

['[CLS] a good movie [SEP] [PAD] [PAD] [PAD]', '[CLS] a bad movie [SEP] [PAD] [PAD] [PAD]', 'I[CLS] this brilliant film deeply moved me [SE

P1']

34
.



Step 2. EHIEIEEO

« TENX HE[FIBERTHIEY

~a

1 class BertDataset(Dataset):
def __init_ (self, sents, labels, tokenizer, max_len=64):

7

O oo ~NOOUL B W

10
17
12
18
14
15
16
Ly
18
19
20
21
22

def

def

self.texts = sents
self.labels = labels
self.tokenizer = tokenizer
self.max_len = max_len

_ _len__(self):
return len(self.labels)

__getitem__(self, idx):

encoded = self.tokenizer(
self.texts[idx],
add_special_tokens=True,
truncation=True,
padding="'max_1length',
max_length=self.max_1len,
return_tensors="'pt"'

)

(=]

£

E>XBertDataset

item = {key: val.squeeze(@) for key, val in encoded.items()}

item['labels'] = torch.tensor(self.labels[idx], dtype=torch.long)

return item

L5: BT AEBERT
DA ENEREN

L12: (B AEHERT (R
DA TR

35



{EREREED

 Bl)ZE— "\DataLoader&¥&, FBBFI0E0)

S

1 train_ds = BertDataset(sents_train, y_train, tokenizer)

2 train_loader = DatalLoader(train_ds, batch_size=32, shuffle=True)
3 print(f'Training data set: {len(train_ds)}')

4 print(f'Number of training batches: {len(train_loader)}"')

Training data set: 800
Number of training batches: 25

XL Z BIRYE R BoWFEREER O, AT —ERNABEAEERI

train_ds = FeatSet(fe.transform(sents_train), y_train)
train_loader = Dataloader(train_ds, batch_size=64, shuffle=True)

36



Step 3. GUREBERTEES

AN n.—‘—. > \
« 1 TEYBIEIR
1 model.to(device)
2 optimizer = torch.optim.AdamW(model.parameters(), lr=5e-5)
3 max_epoch = 10
4 total_steps = len(train_loader) * max_epoch
5 scheduler = get_linear_schedule_with_warmup(optimizer, num_warmup_steps=0, num_training_steps=total_steps)

tEEEsimpleNetBINEFF RIS H 2
FURERIN=IZFRER 1r=5e-5
« YI|ZREIRE/D> max_epoch=10

37



Step 3. GUREBERTEES

- BUNMEZR S

1 from tqdm import tqdm
2

3 t0 = time.perf_counter() EE%%%U

4 for epoch in range(max_epoch):

#SimpleNetZ¥{

5 model.train() e TlMs13 o k% A

6 total_loss = 0 HUI—‘E‘IL—I—% (L9) * batCh'{T'r

7 for batch in tqdm(train_loader, desc=f"Epoch {epoch+1}"): N ——
8 batch = {k: v.to(device) for k, v in batch.items()} batcr\}A?ﬁ'*ﬁﬁ?ﬁ&?&*@?%é
9 outputs = model(xx*batch) . N ,

10 loss = outputs.loss o L#E% (L7) : 'LJZ]E@%E&?{%‘:
ilil optimizer.zero_grad()

12 loss.backward() > M Er

ilg! optimizer.step() %5:1“ gﬁ‘ﬁg

14 scheduler.step()

e total_loss += loss.item()

16 print(f"Epoch {epoch+1}: Loss = {total_loss / len(train_loader):.4f}")

17 if device.type == "cuda":

18 torch.cuda.synchronize(device)

19 total_time = time.perf_counter() - t@
20 print(f"Training finished in {total_time/60:.2f} min")

38
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Step 4. {RBYEIE & Step 5. [EEETTR
R E /IR

e (3B IImodel . eval ( ) IGH=HEY:

1 test_ds = BertDataset(sents_test, [@]xlen(sents_test), tokenizer) #/HE[ExELinzalfH
2 test_loader = DatalLoader(test_ds, batch_size=16, shuffle=False)
3 model.eval()
4 all_preds = []
5 with torch.no_grad():
6 for batch in test_loader:
7 batch = {k: v.to(device) for k, v in batch.items()}
8 input_ids = batch['input_ids"']
9 attention_mask = batch|['attention_mask"']
10 labels = batch['labels']
11 outputs = model(input_ids=input_ids, attention_mask=attention_mask)
12 preds = torch.argmax(outputs.logits, dim=1).cpu().numpy()
13 all_preds.extend(preds)
14 print(classification_report(y_test, all_preds, digits=3))
precision recall fl-score support
0 0.917 0.952 0.935 105
1 0.945 0.905 0.925 95
accuracy 0.930 200
macro avg 0.931 0.929 0.930 200
weighted avg 0.931 0.930 0.930 200
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FRERIME MiTBERT 32855

’ HEERIGIF 2 8EIEHRE!

* SimpleNetH$ERYH BeLEfER 7!

1 input_texts = ['this is a good movie', 'the movie is horrible', 'a horrible movie', 'not a bad movie'] review SimpleNet BERT
2 input_ds = BertDataset(input_texts, [@]xlen(input_texts), tokenizer)

3 input_loader = DatalLoader(input_ds, batch_size=16, shuffle=False) this is a good movie 0.507148 0.999483
4 model.eval()

5 all_scores = [] the movie is horrible  0.424372 0.000750
6 with torch.no_grad(): . .

7 for batch in input_loader: a horrible movie 0.419710 0.001022
8 patch = {k: v.to(d?\(ice) forlk, v in batch.items()} not a bad movie  0.341464  0.998648
9 input_ids = batch['input_ids"]
10 attention_mask = batch['attention_mask']
11 labels = batch['labels']
12 outputs = model(input_ids=input_ids, attention_mask=attention_mask)
13 scores = torch.softmax(outputs.logits, dim=1).cpu().numpy()
14 all_scores.append(scores)

15 scores_bert = np.vstack(all_scores)
16 print(scores_bert)

[[5.1692297e-04 9.9948299%e-01]
[9.9925023e-01 7.4973638e-04]
[9.9897802e-01 1.0219773e-03]
[1.3519935e-03 9.9864799e-01] ]
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S0I3: BFMEMRTERTCERIA

- ETM3EMIE (H5.2.275) BsaRYBETFeRRORBIRE
- BEHRZREEH A, MERXHEERR (5.475)

 ER T EEEROREE I TIER

=
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Step 1. TFEM3E{REY

- 7l

1
2
3
4
5
6
7
8

Jhuggingface hubMHugging Face (HF) T
HIRER (0.24{22%0) : m3e-small

from huggingface_hub import snapshot_download

endpoint = 'https://hf-mirror.com'

model_1list = [("sentence-transformers/all-MinilM-L6-v2", "fm/all-MinilLM-L6-v2"),
("moka-ai/m3e-small", "fm/m3e-small"),
("sentence-transformers/clip-ViT-B-32", "fm/clip-ViT-B-32")]

for repo_id, local_dir in model_list:

snapshot_download(repo_id=repo_id, local_dir=local_dir, endpoint=endpoint) —

Fetching 30 files: 100% [N 30/30 [00:00<00:00, 523.01it/s]
Fetching 10 files: 100% [ RN 10/10 [00:00<00:00, 963.19it/s]
Fetching 12 files: 100% [N 1212 [00:00<00:00, 827.52it/s]

N

\YJ

TEEIZHEIER T fm/m3e-

small {43

Z Jupyter

File View Settings Help

™ Files  © Running

Select items to perform actions on them.

8 / fm / m3e-small /

]
O
]
O
]
O
]
]
]
]

Name

@ 1_Pooling

{:} config.json

{:} modules.json

[ pytorch_model.bin

M README.md

{:} sentence_bert_config.json
{:} special_tokens_map.json
{:} tokenizer_config.json

{:} tokenizer.json
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NNZEM3 Ef=BY

« (FEE =/ sentence transformers

import sentence_transformers as sentrans

model = sentrans.SentenceTransformer("./fm/m3e-small")
# BHEENEAEE

p = sum(p.numel() for p in model.parameters())
vocab_size = model.tokenizer.vocab_size
max_len = model.get_max_seq_length()

#d = model.get_sentence_embedding_dimension()
d = model.get_embedding_dimension()
print("2sHE", f"{p/le6:.1f} M")
print("ig#KX/\", vocab_size)

print("ERA%E", d)

print("BWAXAHRAKE", max_len)

O oo ~NOULS WN -

(IR
(A S)

RESHE 24.0 M
1EEA/N 21128
BRANHEE 512
EIANNAERAIKE 512
43



Step 2. MAPEA

« BN\ (embedding) : HAEFEIRAVREVHIFFIE

SUETIALIE :

-+ > Ay A SALY J S A SA —_— iy ~+/
SH5. 2. 2B RREINEGBEIE T | & Ff0h S BTSRRI AMIEER NFHIE
1 train_file = './output/hotel_labelled_train.csv' 1 x_train = model.encode(sents_train) #ZSRAZEENEFET, 1Z1EGHZSRATET AR
2 test_file = './output/hotel_labelled_test.csv' 2 x_test = model.encode(sents_test)
3 df_train, df_test = pd.read_csv(train_file), pd.read_csv(test_file) 3 - -
4 sents_train, sents_test = df_train|['review'].values, df_test['review'].values . 5 — .

— ’ — — ’ — 1 i .:k/ =2 ~ : . 1

5 y_train, y_test = df_train['label'].values, df_test['label'].values 4 pr}nt(f.pllfﬁ‘%%@rﬂf}?j PEURED shape% )
. 5 print(f MXE4SERERT: {x_test.shape}') # 1553%512
; print (f'iIZ##AEE: {len(sents_train)}') # 6212 I ESEEBR: (6212, 512)

print (f"MIXEFEARKE

WEFALE: 6212
MiktFA%E: 1553

tengaents testy i o5 WL EASEERRT: (1553, 512)

44



Step 3. THFIRAI (ZsR)

* A %u ﬂf’I‘izliiﬁ_JJ_’_‘ %U

'—5¢T\mZIEﬂE’JHM\ ?HEMF#JI?_FE i ZIKEI’J%'&J

1 label_text = ['FHBEEFRERMEANERRE, WBERS. ®ill. T4E. FREEFTEREL KX L H T8
i‘zééﬁ%ﬁ%@@ﬁﬂﬁlﬂ%ﬂ%%ﬁ, W EREH. RESKE, RERR. RAEKE. MEEERRTFE, BAR
BAMBEGCERREEE RS, ', "EABEETFREBEENEEBERTHERE RGN ZRTFREHR
B4 E R 2 E‘lﬁ"]% ERTE. BT A%, MERM. UM ERBETHTRR, EERELLABEEE
B JE BRI

> label_emb = model.encode(label_text)

precision recall fl-score support

3 scores = sentrans.util.cos_sim(x_test, label_emb)
. 0 0.595 0.941 0.729 476
4 pred = np.argmax(scores, ax1s=1) 1 0.965 0.717 0.823 1077

s pred = pred.cpu() .numpy()

P P P Py accuracy 0.786 1553
¢ report = classification_report(y_test, pred, digits=3) macro avg 0.780 0.829 0.776 1553
weighted avg 0.852 0.786 0.794 1553

7 print(report)
ISREMAMNAE
.



Step 4. YIg8EF> + Step 5. THgEiEY

« MSEEBR NSHAE + LRCHSEEE

1 clf = LogisticRegression(max_iter=1000, C=0.01)
2 clf.fit(x_train, y_train)
3 pred = clf.predict(x_test)
4 report = classification_report(y_test, pred, digits=3)
5 print(report)
precision recall fl-score support
0 0.870 0.813 0.840 476
1 0.920 0.946 0.933 1077
accuracy 0.905 1553
macro avg 0.895 0.880 0.887 1553
weighted avg 0.904 0.905 0.904 1553

ERFIRINT T, BRNDSRFEEBIS RN IR
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REH>]-5-2-3

« FEETM3ERYS N I ERORBIRE
« ZSRFZXE
« LRCHZE

l.:
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